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Problem: Post-Treatment Conditioning

Causal foundation models (CFMs) (e.g. Do-PFN, CausalPFN)
estimate treatment effects zero-shot from a row of covariates.
• For the Conditional Average Treatment Effect (CATE), they
compare the prediction at T =1 vs. T =0 on the same columns.

• But that row often carries post-treatment variables, i.e. covariates
affected by the treatment.

• The query holds them fixed under both T =1 and T =0, so the
model answers the wrong question.

Mediator conditioning
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fixing M erases the real effect
⇒ −NIEZ

Collider conditioning
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conditioning on Z opens a
spurious link
⇒ +∆sel

C = pre-treatment
M/Z = post-treatment

Correct query: keep pre-treatment C; drop post-treatment M/Z .

Resulting bias ( naive estimate − true CATE ) splits into three
classical terms:

BiasCFM = −NIEZ︸ ︷︷ ︸
effect lost

−∆int︸ ︷︷ ︸
interaction

+∆sel︸ ︷︷ ︸
selection bias

The two mechanisms above are its extremes:

• pure mediator: Bias = −NIEZ

• pure collider: Bias = ∆sel

Predictive-Distribution Mismatch Occurs

The CATE is only a mean. The same query mismatch also changes
which distribution of Y the CFM is asked to predict.
• The true interventional law averages over how Z would respond to
the treatment.

• Pinning Z = zobs instead makes the CFM predict a narrower,
shifted law.

outcome Y
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Under linear-Gaussian mediator and collider SCMs, this gap splits
exactly into a variance mismatch plus a mean shift. So
post-treatment conditioning corrupts both the estimate and its
uncertainty: the model reports over-confident intervals.

Removing Post-Treatment Reduces PEHE

If post-treatment conditioning causes the mismatch above, does
removing the post-treatment variables reduce CATE error?

Oracle-Exclude: for evaluation only, Naive keeps the post-treatment
columns, while Oracle drops them and queries pre-treatment C alone.

PEHE (Precision in Estimation of Heterogeneous Effects) measures
CATE estimation error; lower is better.
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Oracle-Exclude reduces PEHE by

CausalPFN
61.5–71.6%

Do-PFN
24.2–24.7%

Do the models actually use these columns? Swapping or
permuting the mediator/collider changes the predicted CATE, and the
largest changes appear exactly where Oracle-Exclude helps
most.

TC-LD Recovers 86.7% of the Oracle Gap

Oracle-Exclude assumes we already know which columns are
post-treatment, but at test time we usually do not.

TC-LD (Treatment-Centric Local Discovery) is a pre-query filter: it
screens columns linked to T or Y , refines the plausible pre-treatment
ones, then queries the CFM after dropping likely post-treatment
columns.

86.7% of the Naive-to-Oracle PEHE gap recovered
Naive 0.236 → TC-LD 0.123 ≈ Oracle 0.105
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On IHDP / ACIC 2016 mediator-injection tests, TC-LD detects every
injected mediator, with false positives of 0% on IHDP and about 1%
on ACIC.

It remains a heuristic filter, not a causal-discovery guarantee, so some
configurations can still underperform Naive.

Conclusion
• Post-treatment columns are not harmless query features: fixing
them changes the CFM target.

• The resulting error is structural: mediated effects can be blocked
and selection paths can be opened.

• A pre-query filter can help: TC-LD drops likely post-treatment
columns and recovers most of the Oracle gap on our benchmark.


